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1. INTRODUCTION

It is an exciting time to be alive, as we live in an age where machines can make predictions, rec-
ommendations and decisions. Leaders and managers across all industries and sectors are racing
to capitalize on the new and emerging technological breakthroughs. Managers have always utili-
zed all available tools in order to help make strategic, tactical and operative decisions throughout
all levels of management, and it is no different with Al. However, Al opens up new possibilities
never before had.

Ever-growing capabilities and daily increments mean that Al tools will continue to be implemented
more and more in order to gain the competitive edge, and those who don’t will fall behind com-
petitors. Where humans fall short, Al shines, including the capability to quickly analyze massive
amounts of data and reach logical conclusions based on the algorithms within its programming and
also the ability to quickly adapt and learn from past decisions and their outcomes, and to include
these experiences in future decisions. Increasingly, Al tools are being used more and more in direct
decision-making, often providing quicker and more accurate results than their human counter-
parts. Although for now, there are still humans in the loop who make the final decision using Al
as a tool to assist them, increasingly Al decision-making is replacing human decision-making in
many use cases and across all sectors.

However, with the technology in its infancy and its implementation and impact still not fully

understood, ethical and moral discussions must be led as we march towards a new era - the era
of artificial intelligence.
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2. LITERATUREREVIEW

The main objective of this research is to identify and classify the different levels of Al decision
making systems and how managers feel about this new and exciting revolutionary tool. Also, it is
crucial to identify the frameworks and structures where implementing Al decision making systems
makes sense and where it does not. Managers, making tens to hundreds of decisions every day, have
always looked for tools that help them make better decisions. With the new age of Al amongst us,
we finally have new tools that can give organizations a great competitive edge when used correctly.
However, integration of Al into organizations will not only require new processes and frameworks
but also “new’ managers with a broader skillset and refined ability.

The integration of Al in business processes demands a new breed of leaders who are not only tech-
savvy but also possess the ability to foster innovation and collaboration in Al-enhanced environ-
ments. This necessitates a shift in leadership training programs to include Al literacy, emphasizing
the importance of understanding Al capabilities and limitations (Kaggwa et al., 2024).

Decision support systems (DSS) have been around for some time now. To augment or extend human
capability, these systems have become more and more intelligent with the help of Al. The word
“intelligent” is used to describe systems that mimic human cognitive capabilities in some way, such
as employing Al tools to reason, learn, remember, plan, and analyze (Philips-Wren, 2012).

The decision-making process within DSS is generally defined as having four phases: intelligence,
design, choice and implementation. The intelligence phase gathers information and develops a gen-
eral understanding of the problem. Criteria and key points are identified and different models are
developed in the design phase. A choice is then reached for one of the solutions - which is subse-
quently implemented and the results are carefully studied and learned from. This is also known as
the Observe, Orient, Decide, Act (OODA) loop (Philips-Wren, 2012).

Decision support systems have existed in one form or another ever since the first computers were
created. Over time, the definition has expanded to include broader types of support, such as busi-
ness intelligence, which offers greater analytical capability through crunching big data. Although
appearing intelligent, DSS in this form “only” sift through vast amounts of information and reach
conclusions that humans would eventually also reach, given enough time and processing power.
What, then, are really intelligent decision support systems?

A DSS is classified as intelligent when it shows one or more abilities that indicate intelligent behavior
such as: learning and understanding from experience, recognizing relative importance of different
elements in a given situation, using reasoning to solve problems including new and unique situa-
tions, understanding and inferring in normal and rational ways, thinking and reasoning and using
the knowledge it has to change the environment around it. With every passing day, Al grows in all
these aspects, becoming increasingly intelligent and blurring the line between decision support and
decision making.

Technology has and will continue to outdo us in computation and big data analysis; however, there are
more subtle things that play a role in decision-making. Decision-making can be compared between
humans and Al along five key decision-making conditions: specificity of the search space, inter-
pretability of the decision-making process and outcome, size of the alternative set, decision-making
speed, and replicability (Shrestha et al., 2019).
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So now that we understand how decision-making in general is defined, we can look at how humans
use and work with Al. There are usually three basic levels of Al - Human cooperation, these being:
Full Human to AI Delegation, hybrid and aggregated (Shrestha et al., 2019).

As the name already suggests, decision-making is fully delegated to Al, allowing it to make decisions
autonomously without human intervention. The scope of Full Human to Al Delegation is currently
limited to a few tasks and minor usages. Among other things, the “recommended videos” on You-
Tube and Netflix or “recommended products” on Amazon and Ebay are examples where Al decides
what videos to recommend in real time according to many different factors and parameters. Other
areas of usage include traffic planning, real-time dynamic pricing, such as in hotels and airlines,
or financial trading industries, and online fraud detection. These systems operate in a high-stakes,
low-margin environment every day and usually cannot be stopped at will.

Hybrid structures have both the Al and the humans looking at the problem and giving their input
before a final decision is made. The output of the first is the input of the second, thus allowing the
organization to benefit from both Al and human resources. Hybrid structures are broken down into
two categories: algorithmic decisions as input to human decision making and human decisions as
input to algorithmic decision making. The advantage of having the Al make the decisions first is that
redundancies are eliminated, and filtering of large datasets is done. This leaves the human to make
the “final” decision. The particularly strong use-cases for such an architecture include healthcare
monitoring, HR, and loan assessment management.

Human decisions being passed to Al decision making, on the other hand, allows humans to do the
initial filtering and lets the Al analyze in more detail each option to determine, on a granular level,
the best pick for a particular scenario. Applications can include sorting through similar products to
find the “best” pick, such as in retail or e-commerce, where the choice for the “best” products comes
down to very minute details and parameters.

Finally, the aggregated decision-making structure combines both Al and humans, putting the Al as
apart of the “decision-making team’ along with the humans. In the aggregated model, decisions are
passed through the different participants based on the different strengths that each has. Each member
of the team gives their opinion based on a set of factors and then all inputs are aggregated and weighed
to make a final decision. For example, in HR hiring systems, the Al can decide on objective factors
such as productivity, where analysis of large datasets is required, while humans can focus on more
hard-to-define aspects such as social fit. The final decision can be defined under a specific ruleset,
with each member’s input having a different weight on a predefined scale.

Still, even with the different ways of implementing Al into different processes, the question of trust
remains open. Just how far can Al be trusted, and how can trust even be measured? The main thing
is for humans to know when to take the AI’s suggestion and when to be skeptical about it. Although
well-calibrated confidence scores can show a model’s actual correctness likelihood (CL), some
models propose different ways to help humans allocate more (or less) trust to Al based on certain
scenarios and decisions (Ma et al., 2023).

In human-Al interaction, as people are generally inclined to engage in System 1 thinking, there are
often various cognitive biases, including common anchoring bias, confirmation bias, automation
bias/aversion, availability bias, illusion of validity, etc. These cognitive biases can (negatively) affect
people’s trust in Al. For example, after observing model behaviors early on, people often have an
anchoring bias towards AI’s suggestions, leading to over-rely on AI’s suggestions (Ma et al., 2023).
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To prevent or minder the negative effect of these biases, one design proposal is the direct display
method. In this condition, both the human and Al CL, as well as the AI’s recommendations, are
presented to the human. With all this information at hand, the human can then make a final decision
based on all these factors. The final output can look something like this - “According to the system’s
estimation, in this scenario the Al (you) may have a higher probability of making the right decision
compared to you (the AI)” Although one must be careful knowing that any CL measurement is just
an educated guess and the display can always over - / underestimate leading to false or even fatal
decisions.

While direct display shows all information, the adaptive workflow design adaptively filters what is
initially shown. If the humans CL is estimated to be higher than the AI’s in a given scenario, then
the system will first ask the human for their input before showing what recommendation the Al
has. On the other hand, if the AI’s CL is greater than the information is directly passed on to the
human, allowing them to think and elaborate. Either way, the human makes the final decision. One
final adjustment to the framework can be in the display itself, since the Al does not always have to
recommend a solution.

Within the adaptive recommendation framework, the Al always shows an explanation of its pred-
ications; however, it will only show recommendations as well if the AI’s CL is higher. If it is lower
than the recommendations will be omitted and only the explanations will be shown, leaving the
human to think through and decide.

A final approach can be the Al confidence framework, in which the humans are presented with the
Al recommendations as well as the CL of the Al, but not the human CL. This presents a baseline
from which the other three frameworks can be measured.

Overall, the proposed CL exploitation methods achieved marginally to significantly higher team
performance compared to the Al Confidence baseline, especially when the human CL was higher
compared to the Al CL (Ma et al., 2023).

Even with all this, Kolbjernsrud et al. (2017) caution us that even advanced systems face resistance
when they challenge managerial intuition, pointing out a paradox: Al’s value is maximized when
it augments rather than replaces human judgment. This dilemma is also the core of Raisch and
Krakowski’s (2021) “automation-augmentation paradox,” which argues that successful Al integration
demands leaders who balance technical literacy with the ability to foster hybrid teamwork.

So many questions remain unanswered, one thing is for certain. AI’s disruption of conventional
decision models in business is multifaceted, encompassing changes in strategic formulation, cog-
nitive processes, and the need for trust and transparency. Al has transformed the landscape of busi-
ness strategy, challenging traditional models and necessitating a new approach that harmoniously
integrates human intelligence with artificial intelligence. As Al continues to evolve, its impact on
decision-making models will likely deepen, offering both opportunities and challenges for businesses
in the digital age (Kaggwa et al., 2024).

No matter how and to what extent Al is integrated into businesses and decision-making systems, we
must not forget the ethical considerations of Al and its deployment within organizations. Fairness,
transparency, sustainability, and accountability must be ensured as Al systems become more and
more integrated into businesses. This can require an overall realignment of long-term strategic goals,
including corporate responsibility goals and aspirations.
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Al offers both opportunities and risks in this regard. On the one hand, Al can contribute to sustain-
ability goals by optimizing resource use, reducing waste, and improving efficiency. On the other
hand, the deployment of Al systems can have negative environmental impacts, such as high energy
consumption for computing power. Therefore, businesses must adopt a balanced approach to Al,
ensuring that its use aligns with sustainability principles and contributes positively to environmental
and social goals (Kaggwa et al., 2024).

Ways of keeping Al in check include the studies of Jarrahi et al. (2023), which conclude that trans-
parency protocols and bias audits are non-negotiable for ethical Al, particularly in regulated sectors
like healthcare and finance. Their suggestion for “human oversight panels” is also confirmed by
Kaggwa et al. (2024), who identify accountability gaps and job displacement as key risks. Together,
their research reveals that emerging markets face compounded challenges, such as struggling to
implement EU compliance with limited resources, suggesting that global Al ethics frameworks
must consider regional conditions.

3. RESEARCH METHODOLOGY
3.1. Research Design

This research is documentary and qualitative in nature and was done in two main phases. The first
phase involved general searches using keywords and sorting through different information. The
goal in this phase was to narrow down the research to the specific field of Al in decision-making,
as well as find initial key sources that could be referenced again later in the process. The second
phase is the deep dive that analyses different research papers for a better understanding of the
topic as a whole, as well as conducting interviews with managers from different organizational
levels and different sectors to better understand their practical experience. The information will
then be analyzed and interpreted to achieve the research objective.

3.2. Research Questions

The goal of the interview and the research encompasses:

1.  How is Al used by managers in making decisions?

2. How is it currently implemented in organizations?

3. To what degree do organizations rely on Al for operational, tactical and strategic decision
making?

4. How much autonomy is granted to Al when it comes to certain decisions?

5. What the near future as well as long term possibly hold in store?

6.  Arethere any points within Al in decision making that are specific to Bosnia and Herzegovina?

3.3. Data Collection and Interview Protocol

The data was gathered using both primary and secondary research. The secondary research consists
of over 15 academic articles that cover different views on the topic of Al in decision making. The
main sources include articles taken from the Journal of Artificial Intelligence and Development
as well as Business Horizons.

Alongside the secondary research, an interview consisting of different questions was given to
managers in different hierarchies and across different sectors in Bosnia to get their insights and
first-hand experience on their use of Al. Each interview will be conducted via video-call due to
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the selected candidates being scattered across Bosnia. Each interview is expected to last between
30-45 minutes and will cover a set of base questions for comparison purposes between candidates
as well as open-ended discussions where each manager can give their own personal input and
share their experience

The questions are inspired by different articles and previous research done in the field. The first
question “How is Al currently integrated into your organization’s decision-making processes?”
inspired by (Cao et al., 2021) sets the tone of the conversation to define on which of the three
adoptive stages (Assistive Al, Augmented Al, Autonomous Al) the organization finds itself on.
Thus, we will get a feel for the temperature of the rest of the conversation.

Knowing what stage of adoption the organization finds itself in, the next logical step is to find
out within the hierarchical structure of the company, where and on which company levels Al is
implemented the most. The second question, “At which managerial level (operational, tactical,
strategic) is Al used most and why / why not?” gains inspiration from Berthon et al. (2024) in which
he analyzed the implementation of Al in different organizations and came to the conclusion that
Al adoption is fastest on the operational level. This includes tasks such as logistics, production
planning, resource planning and scheduling - all of which can be optimized through Al, leading
to a clear ROI. The tactical level adoption includes the more nuanced organizational departments,
such as HR or marketing. Al adoption is slower and more adapted to the organization, yet with
time can become a powerful resource. Finally, on the strategic level, adoption is very slow and
sluggish - mostly due to sector-specific constraints, regulations and ethical concerns. Seeing how
much adoption is within each organizational level will give additional insight into the organization
and its Al philosophy.

Alongside the adoption level, getting a sense of the autonomy level will help give a full picture of
the Al implementation within the organization. Question 3 aims to capture the level of autonomy
based on the work of Shrestha et al. (2019) to see whether the organization’s Al collaboration is
Full Autonomy, Hybrid, or an Aggregation within a bigger system. Within the article, the author
comes to the conclusion that autonomy levels depend on task complexity, risk and interpretability
needs, with risk being the main factor. Usually, high-risk decisions, such as a medical diagnosis,
will always use some kind of hybrid or aggregated system, while low-risk decisions, such as
executing production plans according to standing orders, will have a high degree of autonomy.

Question 4 goes deeper into the actual Al decisions to see if and when the feedback is questioned
and maybe even overridden. Inspired by Kolbjernsrud et al. (2017), managers are known to override
Al decisions for different reasons - most falling either into the automation bias category, which is
over-trusting Al, or due to algorithm aversion, which is under-trusting AI. Managers are aware
that intentions and goals between humans and the Al can deviate. Solutions such as “Explainable
AT” interfaces can help increase the trust and cooperation between humans and Al.

While on the topic of trust, the next question aims to see which, if any, metrics or explanations
are offered by the Al to increase trust. Ma et al. (2023) explain within their research that there are
four different frameworks that can be used to support Al explanations. The different frameworks
are based on a confidence-level score (CL), which is calculated for every decision and then the
Al offers different explanations based on which mode of operation is selected. Direct Display,
in which both ATl and human CL scores are displayed with every decision, has proven to be the
framework yielding the best results. Revealing how trust is evaluated and established between Al
and humans will be important for the upcoming questions, especially the next one.
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Question 6 was inspired by different articles used throughout the paper, but also from Petrov’s
case study, where the world almost went to nuclear war over a malfunction in the missile-warn-
ing computer systems. Not putting the metaphorical “red button” under AI’s control might be a
no-brainer; however, there may be much more nuanced decisions that managers choose to keep a
human making. As Kaggwa et al. (2024) define, there are certain “no-go zones” for Al automa-
tion, including decisions that fall into the moral judgements category (such as layoffs or ethical
decisions) or creative decisions (such as company branding, PR statements and R&D/innovation).

With a good understanding of how the organization implements and uses Al, we can move on to
ethics and general challenges. Question 7, “How does your organization address ethical concerns
pertaining to implementation and use of Al, especially concerning factors such as Al bias or
accountability?”, inspired by Jarrahi et al. (2023), aims to see how deeply each organization and
manager is thinking about ethical concerns and addressing ethical issues. In their article, Jarrahi
et al. (2023) argue that ethical Al requires human oversight and intervention to make sure ethical
principles are upheld. This includes things such as doing regular bias audits to check for dis-
crimination, for example, gender or racial discrimination within hiring algorithms. Also, having
general oversight, where cross-functional teams analyze and assess Al decisions to review them
for possible ethical concerns. Finally, Jarrahi et al. (2023) mention transparency protocols where
the AT documents the logic it used to make the decision it did. Transparency protocols have been
especially helpful in sectors such as healthcare and finance, where strong regulation requires strict
processes and procedures to uphold the ethical framework.

With a deep and thorough understanding of the organization’s Al use, we pivot to the local, regional
and global outlook. Questions 8 and 9 aim to find out what challenges and opportunities the
organization faces when implementing Al. Based on Berthon et al. (2024) and Cao et al. (2021),
there are sector-specific factors that influence Al adoption, with a noticeable difference between
emerging and global markets. Regulation, data availability, and having a clear ROI can massively
impact the adoption of Al. Furthermore, according to the study, emerging markets such as Bosnia
are more likely to adopt operational Al due to its low upfront costs and visible ROI, contrary to
developed markets (USA, EU), which are more likely to focus on strategic Al for R&D or customer
care, for example. Some of the expected opportunities include things such as effective use of Al
bots within manufacturing, logistics and production sectors. Also, the EU offers digitalization
funds, which help emerging markets adopt Al to EU standards. Challenges faced in Bosnia could
be plenty, including a scarcity of data and human resources due to the SME symptom of brain
drain - and also cultural resistance to new methods and technologies.

Question 10, also inspired by Berthon et al. (2024), aims to test whether they also agree with
Berton’s predictions for Al growth and emerging markets, stating that adoption of Al will grow
strongly on the operation level but still lag on the strategic level. Or is the future outlook more
bleak due to local constraints such as regulation or funding. Also going deeper on EU-integration
and meeting EU standards, as well as the potential dangers of quick implementation in order to
“tick the boxes” compared to true Al integration.

To round off'the entire picture, we address the question of ethics. Inspired by Kaggwa et al. (2024),
the question “How are you addressing the issue of ethical AI?”” aims to find out if the general
approach is proactive or reactive depending on the circumstances. Possible ethical Al considera-
tions can include things such as Al bias, Al accountability and job displacement, each providing
its own set of challenges and solutions. Solutions include random Al audits, cross-functional ethics
committees and Al that follows a general transparency-by-design principle. These points, and many
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other ethical concerns, are things that cannot be reactively addressed in the long term but instead
are questions and principles that are always being reanalyzed and refined, in the background of
every step of Al adoption.

Finally, the interview finishes with the greatest individual takeaway: what skills will future man-
agers need to thrive in the age of AI? Raisch and Krakowski (2021) argue that, along with technical
skills such as knowledge and Al literacy, which allow one to know the different strengths and
weaknesses of Al solutions, there are also soft critical skills that will make future managers stand
out. Things like hybrid judgment, which is knowing when to override the Al and act differently
from the suggestion, and having an adoptive leadership approach, which will train teams for
collaboration with Al

3.4. Interview Protocol and Candidate Criteria

The target respondents comprise managers and decision-makers from diverse industries and organiza-
tional hierarchies, including senior executives, mid-level managers, and operational leads. Purposive
sampling will be employed to ensure representation across sectors (e.g., finance, healthcare, manufac-
turing) and varying levels of Al adoption (from nascent to advanced). Approximately 8-10 participants
will be recruited to achieve thematic saturation, capturing a broad spectrum of perspectives on Al’s
role in strategic, tactical, and operational decision-making. Interviews followed a semi-structured
format (30—45 minutes via video call), blending preset questions with open-ended discussion.

This protocol guided semi-structured interviews exploring AI’s role in managerial decision-making
across industries and hierarchies in Bosnia and Herzegovina. The study aims to assess current Al
adoption levels and examine human-Al collaboration among organizations, as well as identify
sector-specific and country-specific challenges and opportunities as well and gain a grasp of the
ethical dilemmas that shroud this new and exciting era.

3.5. Expected Results

With Bosnia finding itself in a unique position between an emerging market in a developing country
and a small but forward-looking population that is quick to adapt to and adopt new technological
trends, everything is to be expected. Although Berthon et al. (2024)’s research shows an initial
slow adoption primarily on the operational level, the will of the Bosnian people to adopt and use
the new technologies will be defining, resulting in a high adoption both among regular employees
as well as managers across the organizational structure.

3.6. Practical and Theoretical Implications

First and foremost, the study has the potential to contribute to academic discourse by giving a better
picture of current Al adoption and use within decision-making in organizations across different
sectors in Bosnia and Herzegovina, which is currently still a very young field with little available
research in general and especially in Bosnia. It also has the potential to highlight how the use of
Al in decision-making is different in theory and practice.

It should also shed light on what systems are currently being used and how this fast and dynamic field
will potentially evolve in the future. Decision making is a core part of any managers’ job and Al has
the potential to greatly increase the speed, effectiveness and efficiency of decisions. In time, many
decisions will be given to Al, completely allowing for autonomous decision-making. This study has
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the potential to lay a framework for autonomous Al decision-making and to highlight what decisions
can be delegated to Al and which ones should be left to managers, regardless of Al capabilities.

4. ANALYSIS AND DISCUSSIONS

Initial analysis reveals exciting and controversial findings. Overall, the expected results were
confirmed roughly along the lines of Berthon et al. (2024) findings - that in fact, as a developing
country and emerging market, Bosnia finds itself'in a situation where yes the Al use is very prolif-
erated and widespread, however it boils down to operational use by single entities to assist in doing
a single job (task) better. In rare cases, particularly in larger organizations that have production and
logistics, a local Al is implemented to help with scheduling of logistics and production, however,
this solution is an “add-on” to the already existing software and is not a standalone Al solution
for decision making. The following analysis is an aggregated summary of the interviews, divided
into two parts. The first part focuses on the raw answers to the questions posed in the interview.
The second part aims to then discuss these findings as well as offer recommendations and points
where further research can be done. To ensure confidentiality and adhere to ethical research stand-
ards, when referring to interviewees’ pseudonyms and general organizational positions, as well
as sector (e.g. P1, midlevel manager, finances) will be used and any identifying details regarding
their specific organization or role have been generalized or omitted.

4.1. Interview Answer Summary

The first question, how Al is integrated into an organization’s decision making structure, as well as
the second question, on which managerial level is it used most, both fall along a single line across
all interviewees. Where there is Al integration, it is always individual (not organizational) on the
operational level, with individual employees or managers using an individual large language model
(LLM) Al solution, such as ChatGTP, to aid them in their current work. Even managers who are
higher up in the hierarchy use Al mostly to their individual advantage and benefit, delegating tasks
they would do anyway such as writing emails or creating internal meeting schemas, to the LLM.

Two rare exceptions come from much larger companies, one of them being the biggest pharmaceu-
tical companies in Bosnia and one of the biggest in the region. At this very large company, their
production line is supported by an Al that runs parallel to the normal scheduling software (SAP),
where it makes adjustments and reorganizes production to best suit the current market demands
as well as maximizing machine efficiency. One of the lead production managers explained nicely:
“We give basic priorities to the Al and let it sort the rest, for example if we have medication that
needs a specialized cooling chain and we know that the order will be shipped tomorrow, we pri-
oritize this order to be fulfilled just-in-time. It literally comes out of the machine and goes into
the truck to be shipped. In the meantime, the Al fills the spare time with other orders, taking into
account machine downtime for cleanup and maintenance between batches.” (P4, lead production
manager, pharma) The Al comes as an add-on to the current software and is by no means a stan-
dalone solution. A similar solution is implemented at the main distribution center in Sarajevo,
which delivers to over 92 hygiene stores across the country. Here, the Al, which sits on top of
the ERP software, helps with predictive procurement, analyzing the aggregated sales data across
all the stores and scheduling inbound and outbound deliveries to ensure a smooth and consistent
workflow as well as stocked shelves and punctual deliveries.

As mentioned above, with Al being used so individually and almost exclusively on the LLM level,
the Al has no real autonomy and collaboration is only as much as the user decides to use the Al
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Although in this context, in some sectors, such as consulting, the managers cooperate and collab-
orate with the Al much more than in other sectors. As one senior executive put it - “We have been
using Al within the company for the past 9 months now. In the beginning, it needed some getting
used to us, but now it is a virtual employee no different than a real employee. It understands our
business processes and how we work, and can thus give not just an answer to a question but an
answer that is tailored to our specific organization” (P1, senior executive, consulting).

What came as a surprise, though, was that the Al answers were still always questioned and its
responses were never taken at face value, even in the consulting example mentioned above. An
interesting insight came from a former marketing manager and now project manager at a software
company, where she mentioned the following: “Al gives us good summaries of future prospects
and their company, how much revenue they make, how many workers they have and other key
metrics that can help is in customer acquisition - however I always tell my team to fly over the
information and double check it.” (P2, mid-level management, IT).

Furthermore, when asked to elaborate on how the Al input is evaluated, the same manager admit-
ted that it is a combination of “gut feeling” as well as asking the Al to cite its sources. “From the
sources alone, we can tell if the Al pulled the information from legitimate sources, such as the
company website or LinkedIn, or if it is pulling stuff from some shady forums.” (P2, mid-level
management, IT). Others have also stated similar things, including asking the Al to elaborate
how it made a decision and literally asking it - “how confident are you in your response?”” Head
of logistics for a main distribution center in Sarajevo shared the following experience: “We have
trucks going in and out almost 24/7. I use Al to assist in making good routes so that the drivers
can deliver to all stores within a certain amount of time. And once it gave me a funny suggestion,
sending a delivery truck from Sarajevo to Zvornik via Zavidovi¢i/Banovi¢i/Kalesija. This was a
direct delivery with no stops in between, so the almost 2 hours extra made no sense to me. When
I asked the Al to elaborate, it gave me a detailed summary of how there has been a fatal accident
via Sokolac with the road blocked in both directions for an unknown amount of time. And via
Kladanj/Vlasenica, our usual route, there were problems on the mountainous road around Kladanj
due to a strong storm the night before that had blown debris and rocks onto the road. It even told
me that cleanup crews were on the scene and working hard to free up the roads; however, traffic
had already piled up for many kilometers, and making the delivery on time was not a sure thing
anymore. After one phone call to a cousin in Kladanj and a quick look at BIHAMK, I confirmed
what the Al told me had been true and chose to go with the route that it recommended. At first, |
was skeptical. I thought the Al was joking or malfunctioning since it was still a pretty new tool we
had recently implemented within the organization, but after this experience, I always ask the Al
for assistance, and rarely do I double-check the advice again. If T am skeptical, I ask it to elaborate
and it is always on the spot.” (P5, lead logistics manager, distribution/hygiene).

So far in the interview, one thing has become clear: no matter the size of the organization or the
industry, nor the managerial level, there is no final decision made without human oversight. One
professor and owner of a software company in Bosnia stated - “In my company, I always make
the final decisions. I will rarely even take Al input into my strategic considerations, let alone
actually blindly listen to it. I may be old school, but I feel that sitting down with key managers
and talking through different strategic paths is the best and most authentic way to move forward.
On the academic side, I will use Al to assist in making use cases and building complex questions
for my exams, but even this, I will double-check and give my final approval. It saves me time,
creating use-cases and exams that used to take an entire afternoon if not longer - now I get it done
within an hour or two of effective work™ (P3, senior executive, IT software & academia). Other
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managers across sectors and industries have stated the same thing. Al is an assistant, at most it is
a very powerful virtual employee, but never a decision maker.

Most interviewees had little contact with ethical Al since their use comes down to specific use cases
where ethics plays less of a role (software engineering, logistics/production planning). However, those
who worked directly with other people and organizations, such as P1 and P2 did give some inter-
esting insights on overseeing ethical concerns with Al It boils down to double-checking responses
and asking advice from people who know certain markets and cultures better than others. Through
his consulting firm, a senior executive explained: “In the beginning, while we were still training
the Al to fit into our organization, we had our first client from the UAE who wanted to expand into
the Bosnian market. When we asked the Al for some advice on how to go about the talks, the Al
mentioned that we should stay strictly business, keeping the conversation short and concrete, and
not straying much from the topic. Knowing our own culture, and knowing that we share more sim-
ilarities than differences, I found this hard to believe, so I asked others who have had contact with
the Middle East before, and they gave me a completely different response. They told me that, like us
Bosnians, most of the people from the Middle East value relationships and friendships much more
than the actual business deals that will come out of the talks. Turns out they were 100% correct.
Over the next two days, we spent time getting to know each other, getting to know them, and what
values they stood for. From over 10 hours of talks, only two, at the most three hours, were dedicated
to actual consulting and establishing further business relations - the rest was all non-business-related
conversation, which laid the foundation for future cooperation and even recommendations back
home. I guess this bias came from ChatGPT being a Western American product, so it was thinking
like Americans would - just business” (P1, senior executive, consulting).

On the question of opportunities and challenges of implementing Al, most managers saw the biggest
challenge being the unwillingness of people to educate themselves with new tools and possibilities.
The mental restrictions of Bosnians collectively prevent most of them, especially older workers,
from utilizing resources and new tools or ways of doing things. The classic problem of doing things
one way for so long that suddenly doing them any other way would be trauma and pain. On the
other hand, all managers see great opportunities with Al all of which boil down to more effective
and productive use of time as well as tasks and work getting done faster and (usually) better. As
our project manager put it: “Increased productivity, getting more done in less time. I believe this
is one of the biggest opportunities, helping get projects done in a fraction of the time it used to
take. No matter if it is the research phase, the production phase or even the implementation phase,
Al helps cut time and reduces mental clog with boring, monotone tasks that used to take time and
suck mental energy” (P2, mid-level management, IT). Others mention other tasks such as writing
and responding to emails or creating proposals, answering basic frequently asked questions and
doing initial research as well as summarizing research findings, among key opportunities where
Al can aid massively, freeing up managers for more fun and interesting tasks.

A key insight into a broader use for AI came from a biomedical researcher, seeing Al as more
than just a tool with which we can get mundane tasks done faster. She sees the possibilities
as nearly limitless due to AI’s ability to compute and reach conclusions and then recompute
and reach new conclusions much faster than any human ever could. She stated the following:
“Al has already aided us in sequencing numerous proteins. Thanks to Al, we were able to get
a COVID vaccine from the lab into mass circulation in record time. In fact, Al is helping us
create vaccines for diseases we still have not encountered, not to mention the sequencing of the
human genome, which was done before without Al help but has since been refined with AI”
(P6, researcher, biomedical production).
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With these countless opportunities as well as challenges, all interviewees agreed that the biggest
challenge facing Al implementation in Bosnia, compared to the region and the rest of the world, is
the education and know-how of using Al to pull short-term as well as long-term benefits. Bosnia
still lags in major Al adoption; however, the fact that every manager uses Al at least for their own
benefits and operational gains is a great step in the right direction. Within the next 5-10 years,
adoption will grow as more and more people become accustomed to Al. Likewise, the different Al
solutions that are out there will become more and more powerful, becoming field-tested and thus
ready for implementation in organizations and, eventually, the barrier of adoption will fade. As one
senior executive put it: “As soon as the first companies in any sector adopt Al and actually use it
to its full potential, others in that sector will be forced to follow or drown in the new market. Just
like when machines and automation came into factories, those who did not adapt and implement
the new technologies could not compete with rivals and were swallowed by the competition that
did adapt and implement the new technologies” (P1, senior executive, consulting).

Finally, on the question of what skills will be crucial for future managers to adopt, as is to be
expected, the main skill is Al literacy and knowledge in different solutions, as well as how these
solutions can be implemented in the organization to reach desired outcomes. However, apart from
this self-evident truth, the second greatest skill future managers must possess is people skills.
The ability to educate, lead and interact with people. With Al taking over more and more of the
workload from the operational to the strategic level, future managers will need to be great leaders
above all else. The people who remain in an organization will need to have a sense of being and
purpose that only another human can provide. Managers must be able to clearly communicate
with their subordinates, understand them, and aid them in finding and fulfilling their purpose, a
purpose that is greater than just getting a job done.

4.2. Discussions and Future Outlook

As we found out through the interviews, currently in Bosnia there is no real case of Al making any
decisions. Managers use Al to assist in gathering information and making suggestions, however,
there is no decision-making taking place on the Al side. With current implementation being very
shallow and weak (LLMs and Al add-ons) and restricted to mostly the operational level, when Al
isused, it is used as a virtual assistant, helping to get mundane tasks done. In rare cases, Al is used
to aid in production planning and logistics control, allowing it to create production plans or map
the best routes for inbound and outbound deliveries; however, even here, there is no autonomy as
a human (manager) will always sign off and approve these Al-made decisions.

This can be attributed to the fact that Bosnia is still a developing country and an emerging market
- thus Al implementation and adoption is initially slow and restricted to the operational level,
where ROI is most easily identified. Bosnians have always been keen to adopt new technologies,
and Al is no different. In the near future, Al adoption will continue to grow as more managers
and employees use Al for their personal tasks and gains. Eventually, as Al solutions grow more
powerful and time-tested, the first organizations will begin implementing them on a larger scale.
In the long term, once the firsts of any sector begin utilizing and using Al to its full potential
across all organizational levels, others in the sector will be forced to follow or lose any possibility
of meaningful competition. It is not the strongest or the smartest that survive, but those who can
adapt to changing environments the most.

Throughout this study, the focus has been on organizations and their use of Al in decision-mak-
ing. Points where future research can be done include: strictly looking at big organizations to see
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if they are doing anything differently, and interviewing more senior managers, especially those
who don’t use Al - and trying to find out exactly why not. What is it that is keeping senior man-
agement, especially in large organizations, from adopting Al and what can be done to advance
and change the situation? Also, it would be interesting to look at the Balkan region more broadly,
to see how Serbia, or EU member Croatia, is doing when it comes to Al adoption, so we can make
a comparison of Bosnia with its direct neighbors. Finally, this study focused only on economics
and decision-making within business, leaving all other possibilities, such as governments, NGOs,
civilian non-business use cases, and the military, open to study. This research ends with the fol-
lowing example, which is meant to provoke thoughts and stimulate deeper research on the general
theme of “Al and decision making”.

As Al continues to grow and get better and better, so too will we see more and more decisions
being made by Al - whether we know it or not. For example, it is no secret that the military is
always looking to stay ahead and have the technological advantage. One discussion that has been
started by the Missile Defense Agency, the agency responsible for the nuclear missile defense of
the USA, in which they want more Al integrated into the whole system - to the point where they
want to give Al control over identifying, confirming and engaging “possible” targets by launching
interceptor missiles. This decision has been discussed and debated heavily and there is still no
full implementation; however, it is safe to assume that Al will take over sooner rather than later.
It seems we have almost forgotten just how close we came to mutual nuclear annihilation.

In 1983, Soviet duty officer Stanislav Petrov’s decision to dismiss a false alarm about a U.S. nuclear
missile attack likely averted a potential nuclear war. Petrov, working at a Soviet early-warning
base, received data indicating multiple missiles were on their way from the US. This should have
triggered a Soviet nuclear response. However, Petrov doubted the data’s accuracy and, acting
against instructions, decided not to report the alert, potentially saving the world from a nuclear
exchange and certain annihilation. When questioned about his decision later on, Petrov claimed he
had a few reasons to doubt the data the computer was showing him. Among other things, he had
information that new satellites and warning systems had been installed not too long ago, so their
reliability was yet to be proven. Another factor was that there were only a 4-5 incoming missiles,
which seemed to him to be a small number - since if the US had decided to begin a nuclear strike
against the USSR then they would most likely launched many more missiles to ensure complete
USSR destruction and to cripple their ability to retaliate. And finally, he decided to go outside
and just look at the sky - which was clear with no signs of any missiles flying through it. With
all of this additional information, Petrov made the call and ignored the alarm - saving the world
from assured destruction.

If an AT had the job of protecting the skies and country, and the Al received a red alert from its
sensors and systems that there is an incoming attack, the Al would not waste any time and would
launch interceptors and maybe a retaliatory strike as well. This is not inherently bad, it is just the
Al doing a really good job at doing its job.

With growing levels of Al implementation in key sectors and across major segments of society,
the questions that occupy our minds are not of a scientific or technical nature, but of a philo-
sophical and moral nature. We are always keen to adopt new technologies and worry about the
consequences later, but this has, however, proven to be an approach that has had more negative
side effects than positive ones.
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5. CONCLUSION

This research set out to map the journey of Al in Bosnian managerial decision-making, from a
simple support tool to an autonomous agent. What we found is that this journey has barely begun.

The reality on the ground is clear: Al in Bosnia remains a sophisticated assistant, not a decision
maker. Managers use Al individually through LLMs to enhance their productivity, but they never
fully delegate authority. Human oversight is absolute, with trust being built through personal
verification and “gut feeling” rather than through sophisticated confidence metrics.

The barriers to deeper integration are as much about people as they are about technology. Cul-
tural resistance and a focus on short-term individual gains, rather than long-term organizational
strategy, keep Al implementation shallow and operational. This also confirms Bosnia’s status as
a developing market with much potential and room for expansion.

Looking ahead, the path to true Al autonomy in Bosnia is still far away but definitely not unre-
achable. It will require not just more advanced technology, but a fundamental shift in mindset.
Future managers will need to be more than just tech-savvy, they will need to become leaders who
can navigate the complex intersection of human judgment, ethical considerations, and technolog-
ical potential. The era of Al is here, but in Bosnia it remains firmly under human guidance - for
now. Eventually, whoever sails the blue water first will usher in a new age of autonomous Al and
decision-making. The real question remains, as a society, are we ready for a paradigm-shifting
transformation?

6. APPENDIX
Interview questions

How is Al currently integrated into your organization’s decision-making processes?

At which managerial level (operational, tactical, strategic) is Al used most and why / why not?

How does the collaboration with Al function? What level of autonomy does the Al have?

Are there situations where the Al decision is questioned or overridden by a human in the loop?

How is AI’s output evaluated ? Does the system offer any metrics or explanations to build trust?

Are there any decisions or specific organizational dependencies that you would never delegate

to Al?

7. How does your organization address ethical concerns pertaining to implementation and use
of Al, especially concerning factors such as Al bias or accountability?

8. Arethere any specific opportunities and challenges your organization, and more broadly your
sector, faces when adopting/implementing AI?

9.  Is Al adoption in Bosnia different from global trends you have observed?

10. How will AT’s role continue to evolve in the next 5-10 years?

11.  How are you addressing the issue of ethical AI?

12. What does a future manager look like? What skills will be needed to lead effectively?

SNk W =
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