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Abstract: Modern State economies face mounting fiscal instability, with tax 
evasion emerging as a critical destabilizing force. Persistent non-compliance 
stems largely from reliance on enforcement mechanisms conceived for fun-
damentally different socioeconomic landscapes, rendering them ill-suited to 
contemporary fiscal architectures. Artificial intelligence offers a transformative 
intervention: integrating AI into tax administration procedures could address 
these structural deficiencies by enhancing both the speed and precision of 
compliance oversight. However, this technological transition demands careful 
normative scaffolding. Without a robust and comprehensive legal framework 
governing AI deployment, implementation risks undermine the very funda-
mental rights these systems purport to protect. Therefore, any serious adoption 
strategy must prioritize establishing clear regulatory guardrails that balance 
innovation’s efficiency benefits against constitutional safeguards, ensuring 
that modernization strengthens rather than compromises the fundamental 
principles governing State-taxpayer relationships.

Creative Commons Non 
Commercial CC BY-NC: This 

article is distributed under the terms of the 
Creative Commons Attribution-NonCom-
mercial 4.0 License (https://creativecommons.
org/licenses/by-nc/4.0/) which permits 
non-commercial use, reproduction and 
distribution of the work without further 
permission.

1.	 THE IMPACT OF TAX EVASION ON ECONOMY AND STATE EXPENDITURES

Since the beginning of modern history, situations of political, economic and social crisis have 
served as critical junctures for a profound reconsideration of legal categories. If one accepts 

the idea that law is a human construct, historically contingent and embedded within a specific 
context, it follows that legal evolution represents not an anomaly requiring justification, but the 
fundamental mode of law’s existence, as each generation necessarily reinterprets inherited cate-
gories through the lens of contemporary challenge and reconstructs doctrine to address problems 
its predecessors could not have anticipated.

In today’s climate of economic and financial complexity, the question arises as to whether, and in 
what way, such circumstances affect the law. Indeed, many of the phenomena governed by it are inex-
tricably intertwined with the economic dynamics: from commercial exchanges to the labor market; 
from public expenditure to tax evasion. It is precisely on this last issue that this paper seeks to focus, 
for it constitutes one of the most serious threats to the sustainability of modern economic systems. 
Far from being a mere technical violation of the relationship between the tax administration and the 
taxpayer, evasion directly undermines the State’s capacity to finance essential public services and 
to sustain the social protection mechanisms on which the welfare state is built (Hungerman, 2014). 
The present experience teaches that the ability of the State to meet citizens’ needs depends strictly on 
the availability of resources. As Corso (2014) states, as they consist of claims to positive prestations, 
social rights entail a cost (p. 277); yet, while such services are increasingly expensive, the number of 
individuals depending on them is also significantly expanding. In Italy, this issue acquires a specific 
constitutional dimension: Article 3 of the Constitution not only proclaims the formal equality of all 
citizens, but also obliges the State to remove economic and social obstacles that impede the full and 
equal participation of everyone in society.
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From this perspective, two key considerations arise. First, every instance of tax evasion results 
in a deprivation of resources that would otherwise have been allocated to the collective benefit. 
Second, and consequently, it is imperative to reflect on how this issue can be more effectively 
countered, for upon this capacity rests the fiscal survival of modern States.

2.	 THE PARADOX OF LOW DETECTION PROBABILITY

In order to fully grasp the challenges of the present, it is essential to recall how tax evasion has 
evolved, as its transformation mirrors the broader evolution of tax systems themselves. For a 
considerable period of time, fiscal infractions were perceived as a relatively minor phenomenon, 
almost inherent to the very existence of a tax system, in the same way in which every legal order 
presupposes the possibility of unlawful conduct: otherwise, criminal law itself would hardly find 
any justification. Nonetheless, while some level of evasion may be structurally unavoidable to 
an extent, it becomes a matter of urgency when it undermines the overall stability of the fiscal 
system. Evasion typically manifested through relatively linear schemes, reflecting the simplicity 
of the applicable legal rules. With the advent of mass taxation, the number of taxpayers and tax-
able situations expanded exponentially, together with the intricacy of tax legislation: what were 
once rudimentary evasive patterns, easily detectable by tax administration, have evolved into 
increasingly sophisticated practices, often involving complex corporate structures and multiple 
jurisdictions. This radical shift has exposed the structural limits of traditional enforcement tools, 
which still rely heavily on sample-based audits and manual inspections. To illustrate, in Italy 
less than 2% of taxpayers are subject to an audit each year, and even when it occurs, there is no 
guarantee that the amounts evaded will be successfully recovered. Such a system proves not only 
objectively inadequate with respect to the needs of tax collection and the fight against evasion, 
but also gives rise to a further paradoxical concern, namely that it may foster non-compliance. 
A legal rule is effective only insofar as it is enforced, and enforcement depends on the consistent 
application of sanctions when violations occur. Where the probability of detection is as low as 
1.4%, the system generates a perverse effect, for which the taxpayer is not discouraged at all from 
evading. In other words, the deterrent effect of the sanction is drastically weakened, since rational 
calculation suggests that the likelihood of escaping detection is overwhelmingly higher than the 
chance of being sanctioned (Phillips, 2011). This reasoning finds confirmation in the economic 
analysis of law, which posits that individuals weigh the expected utility of unlawful conduct against 
the probability and severity of sanctions (Becker, 1968; Posner, 1973). In this case, from a purely 
statistical and probabilistic standpoint, the expected benefits from repeated evasion far exceed 
the potential costs of compliance or of occasional punishment (Lederman, 2021).

At this point, a first set of preliminary remarks on the use of Artificial Intelligence (AI) in tax 
administration becomes urgent (Marello & Contrino, 2023). By “artificial intelligence” one should 
not refer merely to automation tools – already available and deployed by tax administrations - but 
rather to systems capable of generating novel outputs based on operators’ input, i.e. generative 
artificial intelligence (Aslett et al., 2024). In fact, automation has already facilitated and accelerated 
enforcement activities, but it still demands extensive human effort, with the most difficult – and 
therefore most time-consuming – tasks remaining in the hands of tax officials. The underlying 
hypothesis of this research is precisely that AI, if properly integrated within existing systems, 
could possibly offer a viable solution to these issues (Marinello, 2024). Such a transformation 
would not simply enhance the technical efficiency of such activities but could also alter their 
very logic, shifting the system from a reactive model to a preventive framework oriented toward 
early identification and dissuasion. In this sense, the expected contribution of AI extends beyond 
the operational domain, raising fundamental questions as to how technological innovation may 



25

﻿Towards a Principled Framework for Artificial Intelligence in Tax Evasion Enforcement

reinforce the effectiveness of legal norms and restore the credibility of the system as a whole. The 
assumption, therefore, is that by reducing the gap between the “law on the books” and the “law in 
action” (Pound, 1910), AI could strengthen both compliance and deterrence, thereby contributing 
to the sustainability of contemporary fiscal systems.

3.	 EX ANTE AI DEPLOYMENT

Moving to an applied perspective, one can truly appreciate how artificial intelligence can be 
deployed in combating tax evasion. In this regard, it’s reasonable to argue that the utility of AI 
manifests itself in two distinct ways. The first aspect lies in its capacity to enable the so-called 
“preventive action”, which in turn rests on two complementary circumstances. 

From a subjective point of view, preventive action becomes possible once recurring patterns can 
be properly identified; in other words, it is possible to predict something with a certain degree of 
accuracy only if the event someone wants to predict is recurrent over time in similar forms. In 
this sense, the advantage of AI is evident: its exceptional computational power allows it to detect 
patterns far more efficiently than traditional software, and certainly more than human operators. 
By simultaneously analyzing vast – indeed, virtually unlimited – datasets, AI is able to uncover 
correlations that would otherwise remain invisible. From an objective point of view, and almost 
consequently, it is safe to say that the very structure of tax law allows for the implementation 
of AI for preventive action. Tax law is, by its nature, a predominantly objective body of rules, 
characterized by repetition and seriality: while each case is formally distinct, tax disputes and 
compliance issues tend to reproduce themselves in relatively resembling terms. This stands in 
marked contrast with other areas, e.g. criminal law, where the subjective element is often decisive, 
making it impossible to effectively use an AI system for this purpose.

From a results-oriented perspective, the deployment of AI proves effective along two strictly 
connected dimensions. First, it enables targeted resource allocation by identifying taxpayers’ cat-
egories, business sectors, or geographic areas exhibiting elevated evasion risk profiles. While the 
theoretical ideal would envision tax authorities monitoring all taxpayers with equal intensity and 
effectiveness, such comprehensive surveillance remains practically unfeasible, given the inherent 
constraints on administrative resources, both financial and human. Because of this, AI-driven risk 
stratification represents not just an operational convenience but a structural necessity, allowing 
agencies to concentrate their limited capacity where non-compliance is statistically most prob-
able (Salanitro, 2025; Quattrocchi, 2024). This precision-targeting enhances overall deterrence 
efficiency: high-risk actors face intensified scrutiny, while compliant taxpayers benefit from 
reduced interference, thereby optimizing the cost-benefit ratio of enforcement activities for both 
the administration and the taxpaying population.

Second, and perhaps more fundamentally, preventive AI systems facilitate a “root cause analysis” 
of tax evasion, enabling intervention at the source rather than addressing symptoms. Tax misconduct 
frequently emerges not as a spontaneous criminal impulse, but as a strategic response to specific 
structural pressures: excessive regulatory complexity that renders inadvertent non-compliance 
likely; disproportionate tax burdens within particular sectors operating on narrow profit-margins, 
where compliance costs may exceed financial viability; competitive asymmetries created when 
informal operators undercut compliant businesses without facing consequences; perceived ineq-
uities in treatment across similarly situated taxpayers that erode the perceived legitimacy of the 
system. Artificial intelligence can illuminate these underlying drives, revealing whether elevated 
tax evasion in a given context stems from deliberate fraud or from systemic friction points within 
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the tax architecture itself. It follows that, precisely thanks to this diagnostic capability, policymakers 
can address compliance gaps through targeted reforms, thereby eliminating the conditions that 
generate evasion pressure and not simply sanctioning its manifestation. In this sense, and with 
due caution, a judicious deployment of AI could exert positive influences not only at the level of 
tax procedure but also as an instrument of fiscal policy optimization.

4.	 EX POST AI DEPLOYMENT

While the advantages outlined thus far manifest primarily at the preventive level, it is equally 
undeniable that AI can yield substantial benefits even where tax evasion has already occurred, 
particularly in the enforcement and detection phases. As previously noted, the fight against tax 
evasion currently faces an insurmountable obstacle in the scarcity of resources available to tax 
authorities. Revenue agencies often find themselves compelled to operate with control method-
ologies designed for different economic contexts, designed in eras when taxable situations were 
fewer, more homogeneous and, most of all, considerably less intricate. Today’s fiscal landscape, 
by contrast, is characterized by an exponential multiplication of taxable events, unprecedented 
diversity in economic arrangements and ever-increasing elaboration, themselves consequences of 
the regulatory stratification that has accumulated in recent decades. This widening gap between 
administrative capacity and compliance oversight demands is not attributable to institutional 
failure, but rather reflects the structural impossibility of scaling traditional, human-centered audit 
processes to match the velocity and sophistication of modern economic activities (Toro et al., 2004).

It is worth observing that the distinctive characteristic of artificial intelligence – notedly its capacity 
to analyze vast quantities of data in a remarkably small amount of time – makes it a promising 
solution to this very challenge. To be precise, the benefits of such deployment manifest across at 
least three critical dimensions.

First, AI-driven systems can dramatically accelerate control activities, enabling tax authorities to 
detect evasion with significantly greater speed and to conduct multiple audits within timeframes 
that would previously accommodate only a single investigation. The temporal efficiency conse-
quently translates into a stronger disincentive (Slemrod et al., 2001), because the probability of 
detection increases when the lag between evasion and discovery contracts, and the overall volume 
of enforceable cases expands when the administrative resources are spent more efficiently (Black-
well, 2007; Alm, 2019).

Second, the analytical accuracy of these instruments allows for more precise and granular exam-
inations, particularly in contexts involving multilayered financial structures, where traditional 
audits might overlook subtle indicators buried within voluminous documentation, AI can identify 
relevant anomalies with surgical precision, rendering enforcement actions both more targeted 
and more defensible. In the end, this precision serves the dual purpose of maximizing hit rates 
among actual violators while minimizing the compliance burden on honest taxpayers who might 
otherwise be subjected to protracted investigations based on false positives.

Third, and perhaps most significantly from a systemic perspective, the integration of cutting-edge 
technology could contribute to restoring and strengthening taxpayer confidence in the institu-
tional capacity of revenue authorities, since a tax administration perceived as technologically 
sophisticated and operationally effective commands greater legitimacy in the eyes of taxpayers. 
This matters profoundly, particularly when one considers the profound asymmetry that charac-
terizes traditional enforcement. The ordinary taxpayers, capable of implementing only relatively 
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straightforward evasion schemes, remain subject to targeted and systematic audits; meanwhile, 
the perception grows that substantial evasion, the kind that deprives state coffers of millions or 
even billions in revenue, is perpetrated by major economic actors possessing resources sufficient 
to conceal such conduct behind labyrinthine corporate structures and offshore arrangements. The 
resulting sense of injustice is deeply corrosive to voluntary compliance (Alstadsæter et al., 2019): 
taxpayers perceive that those who evade most egregiously remain unpunished, while ordinary 
citizens face sanctions for comparatively minor infractions. By enabling revenue authorities to 
pursue sophisticated schemes with the same effectiveness previously reserved for simpler cases, 
artificial intelligence has the potential to restore the principle that verification intensity should 
correspond to the magnitude of violation rather than to the accessibility of the target. Viewed 
through this lens, AI serves purposes that transcend mere operational efficiency, contributing 
instead to the broader legitimacy and social acceptance of tax administrations in an era where 
public trust in institutions increasingly hinges upon demonstrated technological competence.

5.	 PRIVACY, PROFILING AND DUE PROCESS

Naturally, the enthusiasm aroused by technological innovation – especially when it is as disruptive 
as artificial intelligence – must be tempered by the caution required whenever new instruments 
have the potential to affect fundamental rights (Francioso, 2023; Ruschemeier, 2023). While, on 
the one hand, AI appears to offer promising solutions to several of the long-standing and structural 
difficulties that have preoccupied scholars and policymakers alike, on the other hand it undeniably 
entails risks that cannot be overlooked (Paparella, 2022). For this very reason, before considering 
which practical applications may be effectively realized, it is necessary to identify the possible 
dangers associated with AI, and consequently devise the most appropriate strategies to mitigate 
or, ideally, to prevent them altogether (Scherer, 2016). 

The first and perhaps most evident concern relates to privacy (Pontillo, 2024). By its very nature, 
AI is designed to collect, process and extract insights from vast quantities of data. Inevitably, 
this includes personal information about taxpayers, often touching upon aspects of their private 
lives that are particularly sensitive. This raises a primary question: how are such data processed 
and used, and to what extent can the individuals concerned remain aware of, and exercise con-
trol over, the fate of the information concerning them? Once they are absorbed into an artificial 
intelligence system, the taxpayer loses control of them, making it crucial to ensure that their use 
is both transparent and limited to the specific purposes for which they were collected (namely 
the prevention and detection of tax evasion). Any secondary use of them would risk violating not 
only privacy rights, but also the principle of purpose limitation enshrined in the General Data 
Protection Regulation (GDPR).

A second and closely related concern is the profiling concern inherent to AI-driven tax enforce-
ment. One of its most valuable preventive functions consists precisely in enabling targeted audits, 
focusing investigative efforts toward areas or sectors exhibiting elevated evasion propensities. 
Yet this capability, however operationally attractive, harbors an essential tension with the prin-
ciple of substantive equality underlying modern legal systems. To be precise, the danger is not 
hypothetical, but emerges organically from AI’s underlying logic. Machine learning models iden-
tify correlations and, once trained, replicate patterns observed in historical data: if condition A 
historically correlates with outcome B, the system will flag future instances of A as predictive 
of B. Nonetheless, this deterministic reasoning cannot adequately account for the multitude of 
confounding variables and factors that sever the correlation in specific cases. For example: an 
algorithm trained on data showing elevated non-compliance among self-employed professionals in 
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a particular region may systematically subject all such taxpayers to heightened scrutiny, regardless 
of their actual compliance history or individual circumstances, potentially penalizing law-abiding 
citizens for statistical associations beyond their control. Disproportionate controls against particular 
demographic groups or professional categories would constitute a manifest violation of equality 
principles, transforming legitimate risk-based allocation into discriminatory targeting (O’Neil, 
2016; Wachter et al., 2021). This risk is particularly intense where historical patterns themselves 
reflect bias: if past audits targeted certain categories for contingent reasons, AI systems trained 
on this data will perpetuate and arguably amplify these disparities, clothing historical bias in the 
ostensible objectivity of algorithmic neutrality (Barocas & Selbst, 2016). Without adequate human 
oversight, this mechanism can easily lead to unfair outcomes, reinforcing rather than correcting 
social and economic asymmetries. Special vigilance is required, since such developments would 
not only nullify the benefits of AI, but also produce a deeper injustice in the very field – taxation 
– where equality and proportionality are most essential.

A third consideration concerns, on a general level, the principle of due process, which implies that 
such technology must respect the guarantees embedded within administrative procedure, which 
themselves reflect a careful balance between the State’s interest in revenue collection and the pro-
tection of taxpayers’ fundamental rights (Conte, 2024). While the notion of due process properly 
pertains to the judicial phase, its underlying rationale – notice, opportunity to be heard, reasoned 
and motivated determination, transparency – extends to the procedural sphere. This holds with 
particular significance in tax matters, where litigation assumes a strictly impugnatory character: 
taxpayers challenge an already issued assessment act, which makes the procedural phase not merely 
preliminary, but constitutive of the dispute itself. AI systems, particularly those employing complex 
neural architectures, generate what scholars have termed the “black box” problem: a, essential 
opacity whereby even sophisticated users cannot fully trace the inferential pathways leading from 
input data to algorithmic output. When such systems inform decisions to audit particular taxpayers 
or generate specific assessments, this inscrutability creates an accountability deficit. A taxpayer 
subjected to algorithmic scrutiny confronts not only an adverse decision, but an inexplicable one 
(Kroll et al., 2017; Coglianese & Lehr, 2019): the traditional tools of administrative challenge – for 
example, the need for a motivation of the act – lose purchase when the decision-maker cannot itself 
explain the precise weight accorded to the relevant factors, beyond noting statistical correlations 
that tell noting about the real path followed by the machine to achieve a certain result. 

6.	 THREE PILLARS FOR RESPONSIBLE AI IMPLEMENTATION

After having mapped the critical pressure points in this landscape, attention can now shift from 
identifying hazards to charting pathways for implementing AI in the fight against tax evasion 
without destabilizing the normative architecture that sustains it. When confronting innovation 
of this magnitude, clarity about obstacles paradoxically provides orientation: articulating chal-
lenges explicitly constitutes the first step toward solving them. This insight, captured in Kidlin’s 
Law – that a problem well-stated is half-solved – suggests that the very act of making risks visible 
through careful analysis creates the conditions for their resolution.

Central to any responsible deployment of artificial intelligence in this domain stands the principle 
of proportionality, which functions as a normative compass when legitimate but competing interests 
require reconciliation. Proportionality demands more than mere balancing: it insists that among 
available alternatives, authorities must select those imposing the least burden on affected parties 
while still achieving their objectives (Jackson, 2015). Once applied to AI-driven tax enforcement, 
this principle generates concrete constraints across multiple dimensions: surveillance capabilities 
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must be calibrated to their specific purposes; data retention periods must reflect genuine needs; 
algorithmic intrusiveness must correspond to the severity and probability of the evasion being 
prevented or detected; cross-referencing of databases must be limited to combinations which could 
prove demonstrably relevant to tax compliance, rather than enabling generalized surveillance. A 
system designed to flag sophisticated international tax avoidance schemes, for instance, might 
justifiably employ more complex data integration than one targeting domestic compliance with 
straightforward reporting obligations. In fact, the principle prohibits the use of maximalist sur-
veillance systems merely because technology makes them feasible, demanding instead that each 
incremental expansion of AI capabilities manifest proportionate benefits relative to the rights 
restrictions it entails.

Beyond proportionality considerations, the persistent thread throughout the preceding analysis 
unmistakably points toward the necessity of a comprehensive legislative regulation, a statutory 
framework that reserves to the Parliament the delicate task of defining the boundaries within 
which intelligent machines may legitimately operate in this field. The requirement for legislative 
reserve, while present whenever fundamental rights are implicated, becomes particularly com-
pelling in contexts of technological novelty where risks may not yet be fully apparent (Contrino, 
2023). On a general level, it is democratic legitimacy that demands that choices of such magni-
tude – choices that reshape the whole State-taxpayers relationship – receive explicit legislative 
authorization rather than emerge through administrative discretion or technological fait accompli 
(Solum, 2004). Moreover, legislation provides stability, both for taxpayers – who gain clarity about 
their obligations and the limits of state surveillance – and for revenue authorities – who obtain 
clear legal authorization protecting them from challenges that ambiguous mandates invite. This 
regulatory challenge is admittedly formidable: legislation must be sufficiently specific to constrain 
administrative discretion meaningfully, yet adaptable enough to accommodate rapid technological 
evolution: overly prescriptive statutes risk obsolescence; excessively general framework fails to 
constrain. Threading this needle requires ongoing legislative engagement rather than one-time 
intervention, recognizing that AI regulation demands iterative refinement as experience reveals 
unanticipated consequences and as capabilities themselves transform.

Nonetheless, even the most thoughtfully created regulatory architecture remains insufficient absent 
a commitment to preserving human agency within administrative processes. The recognition that 
administrative procedures, however technical they may appear, constitute personal experiences, 
is crucial to fully understand the position the taxpayer finds himself in when he is subjected to 
algorithmic scrutiny, facing assessment determinations decided by impenetrable computational 
mechanisms. Because of this, he could feel the unsettling sensation of being evaluated by systems 
that cannot be reasoned with, cannot exercise discretion in light of individual circumstances, 
and cannot be held accountable in ways that human decision-makers can. The “human in the 
loop” principle responds to this concern by insisting that a decision – particularly an adverse 
one – involve meaningful human judgement, rather than mere ratification of algorithmic outputs 
(Benanti, 2022; Solove, 2011). This requirement serves a dual function. Procedurally, it ensures 
that someone with expertise and authority reviews machine-generated recommendations before 
they crystallize into binding resolutions, creating an opportunity to identify errors and, most of 
all, to exercise the judgment that remains, despite technological advances, distinctively human 
(Punzi, 2019). Substantively, non-artificial oversight introduces necessary friction into automated 
systems, forcing deliberations that purely algorithmic processes bypass. A person might recognize, 
for example, that an algorithmic flag resulted from unusual but legitimate transactions following 
a family emergency, or that patterns deemed suspicious reflect cultural practices that the training 
datasets inadequately represented. 
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7.	 CONCLUSION

Beyond these functional justifications lies something less instrumental but equally vital: the expres-
sive and dignifying dimension of human interaction. Administrative procedures conducted entirely 
through algorithmic intermediation, with officials appearing only to communicate judgements made 
by machines, transform citizens into data points: objects of governance rather than participants in 
it. For this exact reason, humanity itself must be regarded as a procedural guarantee: AI is meant to 
assist, not to replace. The proper use of technology in tax enforcement should aim to enhance human 
decision-making, not to supplant it. Only through such a balance can the system produce outcomes 
that are not only effective but also consistent with the foundational principles that sustain the legal 
order. These values constitute the irreducible core of every constitutional democracy and cannot be 
suspended, not even in the pursuit of efficiency or in the name of combating tax evasion.

For this reason, the real challenge will not be whether to embrace AI in tax administration, but how to 
do so responsibly. Achieving this primarily demands a robust legislative framework and an unwavering 
commitment to human oversight, to harness technology’s potential while preserving the dignity and 
rights that define democratic governance. Only then can artificial intelligence genuinely serve its 
highest, most promising purpose: not just optimizing tax enforcement, but ultimately strengthening 
the perceived legitimacy and fairness of the fiscal relationship between taxpayers and the State.
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