
International Scientific Multidisciplinary Conference: AI for a Smarter Tomorrow - AI-SMART
DOI: https://doi.org/10.31410/AI.SMART.2025.147
Original scientific article

https://orcid.org/0009-0003-1905-1692 
https://orcid.org/0000-0003-3805-7435 
https://orcid.org/0000-0002-7577-0961

Evaluating LLMs as Educational Co-authors:  
A Methodological Framework

Bruno Polonijo1 
Sabrina Šuman2 
Tomislav Car3 

Keywords: 
Methodological framework;
Evaluation;
LLMs;
Educational;
Co-authors;
AI;
Prompt engineering

Abstract: This paper introduces and applies a novel methodological frame-
work for the comprehensive evaluation of Large Language Models (LLMs) 
as educational co-authors. The purpose of this work is to address the lack 
of structured, reproducible processes for assessing the quality and practical 
utility of AI-generated educational content. A controlled experiment was con-
ducted in which a standardised task was assigned to several leading LLMs. 
The effectiveness and quality of each model were evaluated within a newly 
developed framework that measures both the final product quality and the 
“refinement effort” required. The results reveal a non-linear evolution in model 
capabilities, highlighting persistent shortcomings in complex reasoning. The 
findings emphasize the importance of a holistic evaluation that considers 
both the final output and the efficiency of the collaborative process, offering 
a practical tool for educators and researchers.
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1.	 INTRODUCTION

Generative artificial intelligence (AI), particularly Large Language Models (LLMs) such as GPT and 
Gemini, is rapidly transforming numerous sectors, with higher education being an area of profound 
potential change, as their ability to generate complex content opens new paradigms in teaching and 
learning. In technical disciplines like cybersecurity, the potential is especially pronounced: LLMs can 
automate the creation of practical exercises, personalize learning materials, and provide students with 
instant support, thereby freeing up instructors’ time for deeper mentorship (Nguyen & Sayadi, 2024).

However, despite this evident potential, the practical and reliable implementation of LLMs in 
education faces significant challenges. Recent research consistently points to issues related to the 
reliability, accuracy, and consistency of AI-generated content. Models are prone to generating 
technically incorrect code, providing incomplete answers, and exhibiting a concerning lack of 
consistency, even when asked the same question multiple times (Wang et al., 2024). These short-
comings highlight a critical gap in the existing literature: the absence of a structured, reproducible, 
and comprehensive process for evaluating these tools, not merely as content generators, but as 
practical instruments in a real-world educational setting.

The primary aim of this paper is, therefore, to address this specific gap. We introduce and apply 
a novel, unified methodology for the comprehensive evaluation of LLMs as collaborators in the 
educational process. Our approach introduces a quantitative measurement of the collaborative 
efficiency, and the main contribution is the development and validation of a methodological 
framework that enables an objective and comparative assessment of different AI models, offering 
a valuable tool to the scientific and educational communities.
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The remainder of this paper is organized as follows. Section 2 provides a review of the relevant 
literature on the application and evaluation of LLMs in education. Section 3 details our proposed 
methodology and evaluation framework. The results of our controlled experiment are presented 
in Section 4. Section 5 offers a discussion of these results and their implications, while Section 6 
provides concluding remarks and directions for future research.

2.	 THEORETICAL BACKGROUND AND RELATED WORK

The emergence of Large Language Models (LLMs) represents a significant paradigm shift in 
artificial intelligence, with profound implications for higher education. This section provides an 
overview of the existing literature, focusing on three key areas: the application of LLMs in tech-
nical education, the challenges associated with their evaluation, and the central role of prompt 
engineering in leveraging their capabilities.

2.1. Application of LLMs in Technical Education

The potential of LLMs for creating instructional materials in technical education is a subject 
of intensive research. Studies show that models like ChatGPT and Gemini can generate func-
tional code and explain complex concepts, making them useful as virtual assistants in fields like 
cybersecurity (Nguyen & Sayadi, 2024; Nema et al., 2024). However, these studies also highlight 
significant drawbacks, including the generation of incorrect code and a general lack of reliability, 
which underscores the need for effective evaluation methods (Wang et al., 2024).

2.2.	 Challenges in the Evaluation of LLMs

A key challenge in LLM research is developing adequate evaluation methods. Traditional metrics 
for assessing the quality of generated text, such as BLEU, ROUGE, or BERTScore, were primarily 
developed for tasks like translation and summarization, where they measure lexical and semantic 
similarity to a reference text (Papineni et al., 2002). These metrics are fundamentally inadequate 
for evaluating functionally complex content. They are “blind” to logical and syntactical errors 
that can render programming code or configuration instructions unusable, nor can they assess the 
pedagogical value of the generated material.

Recognizing these limitations, the scientific community is moving towards specific, multi-di-
mensional evaluation frameworks tailored to the domain of application. This trend is evident in 
various fields, from the evaluation of digital services (Šuman et al., 2024) to the assessment of 
AI-generated advice against medical guidelines (Wang et al., 2024). These approaches acknowledge 
that a holistic evaluation must consider context-specific criteria beyond simple textual similarity. 
A critical aspect of this is calibration, or the alignment between a model’s confidence and its 
accuracy, which remains a significant open problem (Xia et al., 2025).

2.3.	 The Role of Prompt Engineering and Iterative Refinement

Prompt engineering is at the core of interacting with modern LLMs, defined as the process of 
structuring input queries (prompts) to guide the model towards a desired output (Liu et al., 2023). 
Comprehensive surveys of the field (“The Prompt Report,” Schulhoff et al., 2025) and research 
on prompt sensitivity (He et al., 2024) have unequivocally shown that the quality and structure of 
the prompt have a decisive impact on the model’s performance.
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It is rare for an LLM to generate perfect, complex content on the first attempt. Therefore, instead 
of viewing the interaction as a single-shot query, a more realistic and effective approach is an iter-
ative refinement process, where the user guides the model to a final solution via follow-up prompts 
(Son & Lee, 2025). This collaborative, conversational approach is crucial for correcting errors, 
adding missing context, and achieving high-quality output. Despite the practical importance of 
this process, very few studies have attempted to quantitatively measure its efficiency. This paper 
aims to fill that gap by conceptualizing and measuring the “refinement effort” as a key metric for 
assessing LLMs not just as content generators, but as active collaborators in a co-creative process.

3.	 METHODOLOGY

To objectively assess and compare the capabilities of Large Language Models (LLMs) as collabo-
rators in the creation of educational materials, a controlled comparative experiment was designed 
and conducted. The research design is based on a mixed-methods approach, applying a standardized 
task to several distinct AI models and evaluating their performance through a newly developed, 
multi-dimensional evaluation framework that captures both quantitative and qualitative aspects 
of the interaction.

3.1.	 Research Design and Model Selection

The experiment was designed to compare the performance of several leading, publicly available 
LLMs. The selection includes models from different providers to ensure a broad and representative 
comparison: OpenAI’s GPT-4o and ChatGPT-5, and Anthropic’s Claude 3 Opus and Claude 4.1 
Opus. A key focus of this research is a direct, generational comparison within the Google Gemini 
family, for which two distinct models were tested: Gemini 1.5 Pro and Gemini 2.5 Pro. This selection 
allows for both a cross-company comparison and a specific analysis of the evolutionary progress 
within a single model lineage. All interactions were conducted via the official web interfaces of 
the respective providers during September of 2025, with the models’ temperature parameter set 
to 0 where possible to ensure maximum determinism and reproducibility.

3.2.	 Experimental Task

All tested models were assigned an identical, standardized task through a precisely formulated 
initial prompt. The task was to create detailed, step-by-step instructions for students on setting up a 
WireGuard VPN server running inside a Docker container on a clean Kali Linux virtual machine.

This task was deliberately chosen for its complexity, as it requires the simultaneous understanding 
and integration of knowledge from three distinct technical domains: network security (VPN protocols 
and key management), containerization (Docker commands and networking), and virtualization 
(VM network modes like NAT vs. Bridged). This multi-layered nature makes it an excellent stress 
test for a model’s ability to reason about the interaction between different technology stacks, a 
common failure point for LLMs.

The standardized initial prompt given to each model was as follows:

“Act as an assistant for the Network Security course. Create detailed, step-by-step instructions 
for students to set up a WireGuard VPN server. The server must run inside a Docker container on 
a clean Kali virtual machine. The instructions must cover all phases: prerequisites (updating the 
system, installing Docker), pulling the WireGuard Docker image, generating server and client 
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keys, creating server and client configuration files, starting the container with the correct port 
forwarding, and finally, steps to test the connection from a client machine. Use clear code blocks 
and explain the purpose of each command and configuration parameter”.

3.3.	 Evaluation Framework

As the central contribution of this work, we developed a novel, unified evaluation framework 
designed to provide a holistic assessment of an LLM’s utility as an educational co-author. The 
framework consists of two distinct but complementary components.

Component 1: Quality Metrics

This component assesses the quality of the final, corrected educational material. It consists of 
five metrics, each rated by an expert evaluator on a Likert scale from 1 (Extremely Poor) to 5 
(Excellent. The metrics are:

Technical Correctness (Reliability): Measures if the generated commands, scripts and configu-
rations are functional and error-free.

Completeness: Assesses whether all necessary steps to successfully complete the task—from 
prerequisites to final verification—are present and logically ordered.

Contextual Understanding: Evaluates the model’s ability to grasp the specific, multi-layered context 
of the task (e.g., the network interaction between a VM, a Docker container, and the host machine) 
and provide appropriate, context-aware instructions.

Pedagogical Value: Measures the guide’s effectiveness as a learning tool, based on the clarity of 
its explanations and structure.

Consistency: Evaluates the coherence of the guide, including the consistent use of names, termi-
nology, and formatting.

Component 2: “Refinement Effort” Measurement

This component quantifies the efficiency of the human-AI collaborative process. It is measured 
through two metrics recorded during the iterative refinement phase:

Number of Follow-up Prompts: A direct count of the total number of human interventions (fol-
low-up prompts) required to guide the model from its initial response to the final, satisfactory 
version. A lower number indicates a more efficient collaborator.

Complexity of Follow-up Prompts: Each intervention is assigned a complexity score on a scale 
from 1 to 3 based on the following predefined criteria:

Complexity 1 (Simple): Corrections that do not require domain-specific technical knowledge. This 
includes requests to change the language, fix obvious typos, or alter text formatting.

Complexity 2 (Moderate): Corrections of minor technical omissions or errors that require domain 
knowledge to identify. Examples include correcting a wrong package name, adding a forgotten 
but necessary command parameter, or fixing syntax in a configuration file.
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Complexity 3 (Complex): Addressing fundamental flaws in the logic or functionality of the gener-
ated solution. These prompts require problem diagnostics and deep reasoning, guiding the model 
towards a completely new approach or correcting a core conceptual error (e.g., fixing an incorrect 
network configuration).

From these individual scores, an average complexity score is calculated for each model.

3.4.	 Execution Process

The experiment was conducted for each model following a strictly defined, reproducible process 
to ensure comparability:

“Gold Standard” Definition: Before the experiment, an ideal, technically and pedagogically per-
fect version of the exercise was created by a human expert. This document served as the objective 
benchmark against which all AI-generated materials were evaluated.

Initial Prompting: The identical, standardized initial prompt was sent to each model in a new, 
clean session to avoid any contextual carry-over. The model’s initial, unedited response was saved.

Iterative Refinement Process: The initial response was compared against the “Gold Standard”. 
Each identified discrepancy, from a simple typo to a fundamental logical flaw, was addressed 
with a specific, targeted follow-up prompt. This dialogic process of correction and refinement 
was repeated until the generated material reached a quality level that was functionally and ped-
agogically equivalent to the “Gold Standard”, or until it became clear that the model was unable 
to reach the standard (deemed a “failure”).

Data Recording: Throughout the process, the complete transcript of the interaction, the total number 
of follow-up prompts, and the complexity score for each prompt were meticulously recorded. 
Finally, the corrected material from each model was scored against the five quality metrics.

4.	 RESULTS AND DISCUSSION

This chapter presents and interprets the quantitative data collected through our controlled exper-
iment. The section is divided into two parts. The first part, Results, objectively presents the per-
formance data for each tested Large Language Model (LLM) across our evaluation framework. 
The second part, Discussion, provides an in-depth interpretation of these findings, explores their 
implications, and acknowledges the study’s limitations.

4.1.	 Results

The performance of each model was assessed through a dual-component framework, measuring 
both the final output quality and the collaborative effort required.

The quality of the final, refined educational material generated by each model was assessed using 
five metrics, scored on a Likert scale from 1 (Extremely Poor) to 5 (Excellent). The results are 
presented in Table 1.
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Table 1. Quality Metrics Evaluation of Final Outputs

Model Technical 
Correctness Completeness Contextual 

Understanding
Pedagogical 

Value Consistency Average 
Quality Score

Gemini 1.5 Pro 5 5 3 5 4 4.4
GPT-4o 5 5 1 5 3 3.8
Gemini 2.5 Pro 5 5 1 5 2 3.6
ChatGPT-5 5 5 1 4 3 3.6
Claude 3 Opus 1 1 1 1 1 1.0
Claude 4.1 Opus 1 1 1 1 1 1.0

Source: Own processing

The data in Table 1 reveal several key findings. With expert guidance, all models from the Gemini 
and GPT families were capable of producing a technically correct and complete final document. 
However, significant performance disparities emerge in the more nuanced metrics. Gemini 1.5 
Pro stands out with the highest average quality score (4.4), driven by superior performance in 
Contextual Understanding (3) and Consistency (4). In stark contrast, all other successful models 
demonstrated a critical failure in Contextual Understanding, each scoring the lowest possible mark 
of 1. The Claude family of models failed to produce a usable output across all metrics.

To better illustrate these comparative performance profiles, Figure 1 provides a visual representa-
tion of the data.

Figure 1. Comparative Quality of Final Outputs
Source: Own processing

Figure 1 visually highlights the balanced profile of Gemini 1.5 Pro compared to the other models, 
whose performance is skewed by a severe deficiency in contextual reasoning.

The “Refinement Effort” was measured for each model. Table 2 presents the total number of 
follow-up prompts and their average complexity.
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Table 2. Refinement Effort Metrics

Model Number of Follow-up Prompts Average Prompt Complexity (1-3)
Gemini 1.5 Pro 7 2.57
GPT-4o 10 1.70
Gemini 2.5 Pro 15 2.13
ChatGPT-5 12 2.25
Claude 3 Opus >20 (Failed) 1.8
Claude 4.1 Opus >20 (Failed) 2.5

Source: Own processing

As shown in Table 2, Gemini 1.5 Pro was the most efficient collaborator, requiring the fewest 
interventions (7). GPT-4o required a moderate number of prompts (10), while Gemini 2.5 Pro 
demanded the most extensive guidance among the successful models (15). The Claude models 
failed to complete the task even after more than 20 interventions.

Figure 2. Comparative Refinement Effort 
Source: Own processing

Figure 2 clearly illustrates the differences in collaborative efficiency, with Gemini 1.5 Pro standing 
out as the model requiring the least expert guidance.

4.2.	 Discussion

The results of our experiment provide several key insights into the current capabilities and limi-
tations of LLMs as collaborators.

The most significant finding is the non-linear evolution of model capabilities. Our results show 
that the older model, Gemini 1.5 Pro, was the superior performer, achieving the highest quality 
score (4.4) with by far the lowest refinement effort (7 prompts). In contrast, the newer Gemini 2.5 
Pro and GPT-4o showed a significant regression, particularly in the critical metric of Contextual 
Understanding. This suggests that “newer” does not necessarily mean “better” for all tasks.

Our theory is that this surprising regression can be explained by the well-documented “Lost in 
the Middle” problem. The superior performance of Gemini 1.5 Pro is likely attributable to its 
massive and highly optimized 2-million token context window, designed specifically to mitigate 
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this issue. The smaller context windows of the other models appear to be a significant limiting 
factor in long, complex, iterative tasks like ours.

The complete failure of both Claude 3 and 4.1 Opus models on this task is also a critical finding. 
Instead of producing incorrect instructions, they entered a loop of unhelpful pedagogical ques-
tioning and methodological confusion, rendering them unusable for this specific application.

For educators, our findings serve as a crucial reminder to “test before they trust”. Our framework 
offers a practical tool for empirical validation. The model that requires less expert intervention may 
be a more valuable and time-saving asset. For researchers, this work highlights the importance of 
analyzing specific architectural features, like context window optimizations, rather than treating 
models as monolithic entities.

5.	 FUTURE RESEARCH DIRECTIONS

This study’s findings and limitations open several avenues for future research, building upon the 
methodological foundation established here.

First, a crucial next step is the application of the proposed evaluation framework to a broader range 
of academic disciplines and task complexities. While the cybersecurity task in this study served 
as an effective stress test for technical reasoning, applying the framework to other domains, such 
as creative writing, legal analysis, or medical case studies, would test our metrics’ generalizability 
and reveal different model strengths and weaknesses.

Second, future work should address the limitation of a single expert evaluator by conducting 
studies with multiple raters. This would allow for the calculation of inter-rater reliability scores 
(e.g., Cohen’s Kappa or Krippendorff’s Alpha), thereby increasing the objectivity and robustness 
of subjective metrics like “Pedagogical Value”.

Third, the concept of “Refinement Effort” can be further developed into a more granular and 
automated metric. While our manual counting and complexity rating proved effective, future 
research could explore methods for automatically tracking the number of interventions, analyzing 
the semantic distance of corrections, or even measuring the time required to guide a model to a 
satisfactory outcome. This would lead to a more scalable and fine-grained measure of collabora-
tive efficiency.

Finally, a key future direction is developing an automated tool based on our methodology. Such 
a tool could empower educators to conduct their own objective evaluations, transforming our 
framework into a practical instrument for the wider educational community.

6.	 CONCLUSION

The integration of Large Language Models (LLMs) into higher education holds transformative 
potential, but their practical application is hindered by significant challenges related to reliability 
and a lack of standardized evaluation methods. This paper addressed this gap by proposing and 
validating a novel, comprehensive methodology for evaluating LLMs as active collaborators in 
the educational process. Our primary contribution is the development of a reproducible evaluation 
framework that uniquely combines metrics for both final product quality and the collaborative 
“Refinement Effort” required to achieve it.
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Through a controlled experiment, our framework revealed a surprising, non-linear evolution in 
model capabilities, where the older Gemini 1.5 Pro, likely due to its superior long-context archi-
tecture, outperformed several newer models. This critical finding underscores that progress in 
LLM development is not uniform across all capabilities. Ultimately, this research provides the 
educational and scientific communities with a practical tool for the objective assessment of current 
and future AI models, championing a more holistic evaluation that prioritizes not just the final 
output but the efficiency and quality of the entire human-AI co-creative process.
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